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Abstract: What locations best represent the people of the United States? Is there just one region
or city that can embody the American people as a whole? Or does it take a little more to
represent the diversity of the nation? Implementing a new statistical clustering method into the
field of geographic information science, an objective method was used to organize the U.S. into
unique clusters based on socioeconomic attributes. 2010 U.S. Census and the 2008-2012 five
year estimate American Community Survey data was used to group the 32,441 zip code
tabulation areas. A dissimilarity between locations was calculated based on 40 attributes relating
to population density, age, gender, race identity, educational attainment, family size, occupation,
income, marital status, nativity and place of birth, and language spoken at home. Using the
dissimilarity as input, a novel statistical clustering algorithm called Affinity Propagation
identified the most representative locations. The resulting 22 groups confirmed many
preconceived notions about regions and their socioeconomic make up. It determined that race
identity and ethnicity, income, educational attainment, and language spoken are strong
influencers in defining a region. The exemplar regions identified in this study can be applied to
future research in many fields including sociology, marketing, and politics.
Introduction
The United States is a very diverse and heterogeneous place, which raises the question
“What communities best represent the U.S.?” Knowing the locations that best represent the U.S.
and its people can be beneficial to sociologist, politicians, and a number of other fields especially
those involving market research (Green et al., 1967). Sampling is a common practice that is
cost-effective, but requires the assumption that the characteristics of the test market location be
applicable to other locations within the same region. In order to identify suitable test market
locations, the data needs to be clustered into like regions. It allows studies to be performed at a
limited number of geographic locations with the results being relevant to a much larger region.
Research can be anything from testing out new products or government polices to understanding
the behavior of a particular demographic.
Accurately organizing the U.S. into different regions based on characteristics of wealth,
race, education, language, and occupation can be an arduous task. Many studies have used
social, economic, and political data to group the U.S. into different regions (Lynd, 1929; Weiss,
1988; Chinni and Gimple, 2010) but have come short in defining exemplary locations. A
concern with these studies is that they either do not identify exemplar locations or they use a
subjective method in the selection process. This problem also arises in clustering analysis
designed specifically for marketing research. The analysis is capable of market segmentation but
often unable to produce specific exemplars from each cluster (Punj and Stewart, 1983). Without
an objective approach in the selection of exemplary location, it leaves open a high chance that
whichever data points are selected as the market research locations will not be the most
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representative of the clusters. Another issue with cluster analysis is determining the appropriate
number of clusters (Helsen and Green, 1991). Many studies, such as those that employ k-means
as the clustering method, chose a predefine number of groups, restricting the clustering to an
arbitrary guess of how many clusters there should be. It has been proposed that running multiple
trials with varying number of clusters will assist in the selection of the appropriate amount
(Helsen and Green, 1991). This however, can be time consuming process that is not ideal. A
final concern of previous research that has involved cluster analysis on geographic oriented data
is the geographic scale at which to conduct it (Paasi, 2004). The scale at which the data is
clustered should be at a scale small enough where variation is not covered up or diluted.
Differences in the socioeconomic characteristics of an area can occur at as small of a scale as
cities and towns. If this data were categorized on the level of counties, many qualities of cities
and towns would get diluted by surrounding rural areas also contained in the county.
The purpose of this project was to apply a novel statistical clustering algorithm called
affinity propagation (AP) to U.S. census socio-demographic data and produce a generalized
grouping of American zip codes as well as identify an exemplar location within each group. AP
was developed in Frey Labs at the University of Toronto and was shown to be an effective
clustering algorithm in its ability to identify the most representative movies on Netflix TM, detect
similar faces from a set of photographs, and summarize a manuscript into its most representative
sentences (Frey and Dueck, 2007). Unlike k-means, AP does not take as input a predefined
number of clusters thus producing better results with lower error and having a quicker run time
(Frey and Dueck, 2007). Another advantage of AP is it identifies an exemplar—the most
representative data point—for each cluster. These locations can be used in future research as
optimal sample sites for socioeconomic or marketing studies. The paper presents the preliminary
results of my Master’s research project.
U.S. census data, which was used in this study, is an enormous data set that contains a
wealth of information that can provide insight into the American people. The difficulty,
however, is navigating the complexity and immensity of the data to reveal these insights.
Developments in data mining and statistical algorithms are creating solutions to the problem of
dealing with large data sets. Data mining involves the analysis and extraction of patterns
previously unknown due to the size of the data set (Kopanakis and Theodoulidis, 2003). The
advent of these new algorithms and better computational technology now allow for an objective
analysis to be done on large data sets that formerly used only casual, less empirical prediction
methods. For example, a study in Taiwan applied data mining techniques to census data and
discovered new connections between single-parent families and the socially disadvantaged
(Change and Shyue, 2009). This study aims to identify new and unforeseen patterns within U.S.
socio-demographic census data.
One approach that data mining uses is the clustering of the data. It is the division of data
based on similar characteristics into predefined or undefined classes (Karimipour et al., 2005).
The use of AP allows for a systematic approach to be taken in identifying and grouping areas
with similar socioeconomic features and ultimately the map-based visualization of the results.
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This study will provide visualization of socioeconomic data at a national level illuminating
previously unseen patterns, which could aid in the understanding of social and economic
disparity throughout the country. Visualization of data through data mining often leads to better
insight and new hypotheses that add to the knowledge base (Keim et al., 2004).
The implementation of Geographic Information Systems (GIS) permits the presentation of large
data and can produce further insight into complex geographic phenomena such as socialeconomic dynamics (Mennis and Guo, 2009). This study combines GIS techniques with a novel
statistical analysis to objectively address socio-geographical research and will introduce the
application of AP into geographic research and analysis.
Study Area
The study area for this project includes the 32,989 Zip Code Tabulation Areas (ZCTAs)
for the United States. The U.S. Census Bureau assembled data from 2010 census blocks into
32,989 ZCTAs which are summarized representations of United States Postal Service zip code
areas. ZCTAs are created based on Census Bureau block group boundaries—a collection of
census blocks—and do not included large areas with no population or areas of only water.
ZCTA do not have a uniform geographic size. Their size and geographic extent is based on
population, where larger ones, located in Alaska and the Rocky Mountain states, contain sparser
population while the smaller ones, primarily located between and within the New England and
Midwest states, contain denser population. The geographic boundaries of the ZCTAs used in the
final map will be provided by the U.S. Census Bureau website as Topologically Integrated
Geographic Encoding Referencing (TIGER) shapefiles.
Methods
In order to cluster the U.S. into socioeconomic groups, a modern data mining statistical
algorithm was applied to publically available data provided by the U.S. Census Bureau (Figure
1). Data was gathered in table format from the 2010 U.S. census and 2008-2012 five year
estimate American Community Survey (ACS), partitioned into the 32,989 ZCTAs. 40 different
attributes were extracted from the data that covered the socioeconomic categories population
density, age, gender, race identity, educational attainment, family size, occupation, income,
marital status, nativity and place of birth, and language spoken at home (Table 2). The attributes
were chosen as appropriate representation of the area’s population characteristics. They will be
used as the socioeconomic description of each zip code as means for understanding the
socioeconomic layout of the U.S.
The data was then preprocessed to eliminate null values by replacing such points with the
value zero or eliminating the ZCTA entirely if there was not enough information to replace the
null. The final count of ZCTAs used was 32,441. In order to standardize the attributes, the zscore was calculated for each. A principal component analysis (PCA) was run on the z-scores
using the R statistics software package FactoMineR (Lê et al., 2008) to eliminate correlated
attributes and reduce data size. The results of PCA found that 94.64% of the data could be
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Figure 1. Flowchart of the study methodology.

represented by just 26 components, a 35% reduction in data size. This was critical since even
though AP handles large dataset efficiently, current RAM processing still sets a limit on data
size.
The study employed AP to cluster like regions of the U.S. and identify the most
representative locations. It was developed as a tool to help identify unforeseen patterns in large
data sets by creating subsets of similar features within the data (Dueck and Frey, 2007). In this
process, an exemplar, the most representative data point for each cluster, is designated. Unlike
other clustering algorithms which outputs are sensitive to the initial exemplar selection (e.g. kcenters), AP does not randomly select the initial exemplars. It considers all data points as
possible exemplars and iterates through all scenarios until the sum of the dissimilarity between
each data point and the exemplar of their cluster is the least. The dissimilarity comes from a
dissimilarity matrix that was generated from the PCA results. A negative weighted Euclidian
distance equation based on each components eigenvalue percentage of variance was used to
calculate the dissimilarity between every point (Equation 1) (Greenacre, 2005).
Equation 1. A negative weighted Euclidian
distance equation with weight w as a unique
value for every j.

AP does not and cannot accept a predetermined number of clusters as a parameter. The number
of output clusters for AP is influenced by a parameter called the preference value. Typically the
preference value is a common value such as the median value of the dissimilarities but other
times it can be the minimum dissimilarity value (Dueck and Frey, Feb. 2007). The preference
value can be altered to either increase or decrease the number of clusters but it is not a one to one
relationship.
The R package APCluster was used to run the actual algorithm (Bodenhofer et al., 2011).
Initially the minimum dissimilarity value was selected as the preference value, but it resulted in
over 200 clusters. The goal of this study was to produce a generalized representation of the
socioeconomic make up of America. Too many clusters will not provide any useful information
while too few cluster will be an over generalization. Finally a preference value 20 times the
minimum dissimilarity was used as the preference value which identified 22 unique clusters with
22 exemplar ZCTAs. The 22 exemplars are the most representative area for their respective
cluster and can be used to describe the unique and diverse heritage of the U.S.
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Results and Discussion
Distinct and noticeable patterns across the U.S. emerged from the 22 clusters when the
results were visualized (Figure 2). Many preconceived notions about the demographic
distribution of the U.S. are seen throughout the map. One of the first noticeable areas that
showed up in the results is the South, represented by cluster 10 and 18. A second notable region
is a large contiguous group of cluster 22 in the southwest along the Arizona New Mexico border.
The exemplar for this cluster, however, is found in Alaska. Cities also emerged, not only from
their distinctive ZCTA boundary, but from the clusters that represent them. Major cities and
urban areas tend to be made up of particular clusters that are not found in rural areas. Clusters 1,
2, and 6 highlight many cities across the U.S. including Seattle, San Francisco, Phoenix, Dallas,
Huston, Minneapolis, Chicago, Detroit, Atlanta, Orlando, Washington D.C., New York, and
Boston. Contrary, the cluster 5, 7, 12, and 13 represent much of the rural U.S. The region
commonly known as Appalachia that runs from the northern part of Mississippi to the southern
tip of New York surfaced as cluster 9. Other interesting arrangements appeared that where not
quite as intuitive. While many states appear at initial glance to lack much pattern, which can be
attributed to the sheer number of ZCTAs, Michigan and New York are of the few states to
contain at least one ZCTA from every cluster. Alaska does not contain a ZCTA from every
cluster, but it resulted with a much more diverse grouping than expected. Hawaii, however, is
very homogenous. 92% of its ZCTAs were grouped into cluster 6, while the remaining 7 ZCTA
were grouped into 5 other clusters.
Race identity and ethnicity, income, educational attainment, and language spoken at
home seemed to be the factors that had the strongest influence in the grouping of the ZCTAs. It
should also be noted that when refereeing to the exemplar, it is not necessarily the average of the
cluster, but rather the most representative data point for the cluster. The exemplars with the
highest Black or African American population are found primarily in the south in cluster 10 and
18. Interestingly concentrations of exemplar 18 are also found in inner city Detroit, Cleveland,
and Los Angeles, as well as in the Southside of Chicago. The exemplars for both these cluster
contain a lower than average educational attainment and income. A similar cluster to these, but
with a very high White population is cluster 9, found in Appalachia. It has high poverty, low
educational attainment, with one of the highest White, native born, and English only speaking
population. Cluster 22 in the southwest and Alaska, unsurprisingly, has a population of
American Indian and Alaska Native of 97.2% while the average for the cluster is 91.2%. Found
along the Mexican, U.S. boarder are ZCTAs whose exemplars have the two highest Hispanic or
Latino population. The exemplar from cluster 14 has a Hispanic or Latino population of 73.6%
while the exemplar from cluster 21 has a Hispanic or Latino population of 55.2%. These
exemplars also have the highest Spanish speaking population and foreign born population from
Latin America. The clusters with the two highest income exemplars, 2 and 15, when mapped,
tend to be located on the peripheral of cities or in the suburbs of major cities such as Chicago,
Detroit, Minneapolis or Atlanta. A high concentration of these ZCTAs are also found in a strip
along the New England states beginning around Washington D.C. traveling northeast up through
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Boston. Predictably, these two exemplars also have the two highest percent of the population
with a graduate or professional degree. The location and a summarized description for these and
every other exemplar can be found in Table 1.
The classification of ZCTAs was based purely on non-spatial qualities, yet a clear spatial
pattern was still evident in the results. AP has helped reveal that particular categorical
geographic regions (e.g. cities, suburbs) have a disposition towards certain socioeconomic
characteristics.
The edges of cities and their surrounding suburbs tend to have higher
educational attainment, higher income, and more occupations in management, business, science
and the arts. Many rural areas had traits across the board that matched the national average. In
the majority of categories they never deviated more than one standard deviation from the
national average. Intuitive regions such as the South and Appalachia were confirmed as well,
displaying AP’s ability to identify conventional regions. Further investigation into the results
could reveal and confirm even more preconceived regions as well as discover new regions. The
distribution of the American people can provide better insight to the way we live and the policies
enacted for particular regions. A spatial autocorrelation run on the topology of the ZCTAs could
identify the degree of spatial pattern for each cluster based on aspatial data. It is expected that
clusters should have a high spatial correlation and follow Tobler’s Law that near locations will
be more related.
Conclusion
One of the strongest advantages that AP has as a clustering method is its ability to
identify an exemplary data point for each cluster. For sociologist or anyone wanting to do a
continental scale project, these exemplars provide an ideal sample sites. Instead of conducting a
study over the entire nation, the exemplars provide ideal sample sites based on an objective
method. Results from these sites should be representative for other locations within the same
cluster. Marketers can use these sites to determine the locations of where certain products will
sell the best. Universities can compare the results to enrolment data to determine locations
where students are from. With this information they can find locations in the same cluster for
possible future recruitment sites. Temporal studies that track how the characteristics of a region
change over time can be conducted at the exemplar locations and then used to help understand
changes occurring in the rest of the cluster. Additionally, the exemplar location and each cluster
could be useful in understanding different government policies. Many policies may be suitable
for a particular socio-demographic makeup but not necessarily for another. The results of this
study can be useful for determining locations with similar socio-demographic qualities where
certain policies may work or not work.
AP is a powerful and simple to use clustering algorithm. It can be applied to many
different types of data sets and attributes. While there are still computational limitations, the
program is cable of handling large data sets. Its most notable restriction in this study was its
processing time, taking just under 24 hours to complete. Aside from processing time, the entire
study is easily repeatable making it a versatile method for clustering data. Other studies may
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find different or additional attributes more apt at describing the socio-demographic composition
of a location. If that is the case, there is no difficulty in running AP on the new set of attributes.
The U.S. is a diverse and heterogeneous nation when it comes to its socio-demographic
character. It cannot be compartmentalized down to just one or two labels. It is made up of a
multitude of different regions, each with a unique set of people with unique characteristics. To
generalize them down to just a few groups would create an unrealistic image of who America is
and what type of people make it up. Like everything else, some generalization is necessary in
better understanding the phenomenon, finding the appropriate and realistic amount is essential.
In addition, it is impossible to remove all subjectivity in the classification of the U.S. Some
decision will have to be made when deciding which attributes to use, what scale to perform the
study at, and how many final clusters there will be. But it is important to try and remove as
much of it as possible. With this study, the use of AP tried to do just that. It revealed that many
of our preconceived notions about the socioeconomic quality of a region are correct. The
automated clustering removed any subjectivity from the actual grouping of the data, thus
removing any disagreement in the selection process. There is some comfort in knowing that our
human classification of the U.S. is in close correlation to the unbiased results of an objective
statistical clustering algorithm.
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Figure 2. 22 Clusters of the United States as a result of AP using socioeconomic data from the 2010 Census and 2008-2012 five year estimate ACS.
Exemplar ZCTAs are represented by points with their corresponding cluster labeled (Table 1).
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Figure 3. Zoomed in exemplar locations for clusters 1-12. More detail about each exemplar is shown in Table 1.
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Figure 2. Zoomed in exemplar locations for clusters 13-22. More detail about each exemplar is shown in Table 1.
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Table 1. Exemplar ZCTA and nearest city with notable attributes from the ZCTA’s Census and ACS data.

#
1

ZCTA
01602

Location
Worcester, MA

Distinctive Characteristics
High educational attainment, high Indo-European speaking

2

02460

Newtonville, MA

Upper Income, low poverty, Management, business, science, and arts
occupations, high educational attainment, high Asian and Asian and
Pacific Islander speaking

3

04740

Easton, ME

4

07644

Lodi, NJ

5

08323

Greenwhich, NJ

6

08817

Edison, NJ

Sales and office occupations, middle income,
High foreign born Northern American
Moderate Hispanic or Latino pop., middle income, lower English
only speaking, moderate Spanish speaking, high Indo-European
speaking
Middle age to retirement age, higher natural resources, construction,
and maintenance occupations, high White and English speaking
Middle age, Management, business, science, and arts occupations,
high educational attainment, low White and high Asian, low native
born, high foreign born Asia, high Indo-European and Asian and
Pacific Islander speaking

7

14527

Pen Yan, NY

Average in all categories

8

31406

Savannah, GA

9

41222

Hagerhill, KY

Slightly lower White, slightly higher Black or African American,
average in other categories
Lower income, production, transportation, and material moving
occupations, low educational attainment,
very high white, native born, and English only

10

43207

Columbus, OH

11

46804

Fort Wayne, IN

12

46992

Wabash, IN

13

56661

Northome, MN

14

60505

Aurora, IL

High younger and low retirement age, high Hispanic or Latino, high
family size, low educational attainment, low White, low native born,
high foreign born Latin America, high Spanish speaking

15

60515

Downers Grove, IL

Upper Income, low poverty, high educational attainment

16

65723

Pierce City, MO

17

68943

Hardy, NE

Average in most categories, with slightly lower education, and slightly
higher white, native born, English only
High retirement age, low Hispanic or Latino, small family size,
production, transportation, and material moving occupations,
very high white, native born, and English only

18

70501

Lafayette, LA

19

76266

Sanger, TX

College age, high poverty, service occupations, unmarried, low
educational attainment, low White, high Black or African American
Average, with slightly higher Spanish speaking

20

78644

Lockhart, TX

High Hispanic or Latino, lower English only, higher Spanish speaking

21

92240

Desert Hot Springs,
CA

High younger age, high Hispanic or Latino, slightly larger family size,
service occupations, lower White, lower native born, high foreign born
Latin America, low English only, high Spanish speaking

22

99628

Lower Kalskag, AK

High younger population, low middle and retirement age, large family
size, low income, lower educational attainment, very low white, very
high American Indian and Alaska Native, high native born, low
English only, high Other languages

Lower income, slightly lower educational attainment, slightly higher
Black or African American population
Average, with higher pop. with a Bachelor's degree
Average, with slightly higher white, native born, and
English only
High retirement age, lower family size, high married pop.
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Table 2. The 40 Census and ACS attributes used in the study arranged by their broader category.

Category
Population Density
Age

Race Identity &
Ethnicity

Family Size
Income

Occupation

Marital Status
Educational Attainment

Gender
Nativity and Place of
Birth

Language Spoken at
Home

Attribute

Source

Total Population
Area Square Miles
% of Population 19 and under
% of Population 20 to 24
% of Population 25 to 64
% of Population 65 and above
% Hispanic or Latino
% White
% Black or African American
% American Indian and Alaska Native
% Asian
% Native Hawaiian and Other Pacific Islander
% Some Other Race
Average Family Size
% Below the Poverty Level
Per Capita Income (Dollars)
% Individuals Income => $200,000
Management, Business, Science, and Arts
Service
Sales and Office
Natural Resources, Construction, and
Maintenance
Production, Transportation, and Material Moving
Now Married (except separated)
Less than High School
High School Graduate
Some College or Associate's degree
Bachelor's degree
Graduate or Professional degree
% Male Population
% Place of Birth - Native
% Foreign Born - Europe
% Foreign Born - Asia
% Foreign Born - Africa
% Foreign Born - Oceania
% Foreign Born - Latin America

2010 U.S. Census
2010 ZCTA TIGER shapefile
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2010 U.S. Census
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates

% Foreign Born - Northern America
English Only
Spanish
Other Indo-European Languages
Asian and Pacific Islander Languages
Other Languages

2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates

2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2010 U.S. Census
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates
2008-2012 ACS 5-Year Estimates

